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Abstract


Veridical displays represent realistic scenes. However, they are limited when displaying certain types of aircraft maneuver information. This report describes the first major formal, successful test of 4CAS, a nonveridical, 4D aircraft collision avoidance system defined by three coordinate axes of aircraft heading, speed, and altitude. In Experiment 1, eight licensed general aviation pilots each flew eight simulated free flight scenarios with the goal of deviating as little as possible from a pre-assigned course while still maintaining standard enroute separation from traffic. Half the scenarios were flown with only a cockpit display of traffic information (CDTI) to assist separation maintenance. The remaining half were flown with the CDTI plus 4CAS. The CDTI+4CAS scenarios showed performance superiority over the baseline CDTI-only scenarios for one dependent measure of maneuver efficiency, two measures of maneuver safety, and two measures of user workload. Results suggest that nonveridical displays may be useful in aircraft separation maintenance.

Introduction


Currently, most U.S. commercial aircraft do not fly efficiently from point-to-point, but follow segmented jetways in enroute airspace (enroute is the “long-haul” airspace, more than 40 nm distant from departure or destination). As Figure 1 shows, these segmented jetways effectively add unnecessary travel distance. In 2005, U.S. airlines spent over $36B on fuel alone (BTS, 2006). Enabling aircraft to fly directly from point of departure to destination would save time, lower aircraft component stress, and lower fuel use and upper-atmospheric C02 deposition by approximately 6% (ORA, 1998).
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Figure 1. An aeronautical chart showing high-altitude enroute jetways. These routes are not direct, and add unnecessary distance to most commercial flights.

Addressing these concerns, U.S. air traffic controllers are starting to transition to direct routing. However, direct routing increases airspace complexity as traffic paths begin crossing in new and more complex ways. Flight efficiency is gained at the expense of increased aircraft maneuver frequency and complexity. Ironically, direct rout​ing represents a gain for all National Airspace System (NAS) stakeholders except the very pilots and air traffic controllers who are key line-level experts making the NAS work.

To some degree, well-designed aircraft separation maintenance/collision avoidance technology should be able to mitigate these safety and workload concerns while still allowing the desired efficiency gains. This is an empirical issue, and the subject of considerable research. Krozel (2000) reviews much of the literature. 


Managing the NAS involves triple strategic goals of navigational safety, efficiency, and ease-of-use. The technology to be described in this paper is not the only one capable of accomplishing these goals. Prototypes of mathematically elegant, precise, fully automatic collision avoidance systems (auto-CAS) also exist to address the situation (Eby & Kelley, 1999; Hoekstra, Ruigrok, & van Gent, 2000; Johnson, Bilimoria, Thomas, Lee, & Battiste, 2003). But, a precision manually initiated technology (MI-CAS) is also appropriate because political and bureaucratic exigencies prevent auto-CAS from being implemented. From the operational perspective, no technology yet devised is 100% reliable. Moreover, from the psychological and political perspectives, pilots, air traffic controllers, and passengers can be expected to resist technology that threatens jobs or safety. Consequently, having a human in the loop will always be a point of grave concern for expert operators, consumers, NAS stakeholders, engineers, and human factors researchers.

The current research addresses these issues. The system under scrutiny is called 4CAS (4-Dimensional Collision Avoidance System). The research intent to demonstrate that safe, easy, efficient direct routing of aircraft is possible with a combination of a manual CAS plus a CDTI. It is hoped that this combination may someday rival auto-CAS in performance, yet also be capable of complementing auto-CAS by providing a way to display the intent of auto-CAS-generated maneuvers. A 4CAS prototype exists. Does it allow safe, efficient navigation through extremely crowded airspaces with relatively little operator training and effort? If so, does it do so reliably and significantly better than currently fielded MI-CAS technology?

Introductory concepts underlying the technology 


Air traffic control (ATC) is always challenging. Direct-routing is even more so. The most difficult case is “pure free flight”—a theoretical system of direct routing where pilots themselves would control separation maintenance with no help at all from ground-based ATC (RTCA,1995). Currently, there is no free flight in U.S. commercial air travel. But, because free flight represents the “complex” end of a complexity/workload continuum, it is often used by planners and engineers to design upgradeable traffic control systems, systems capable of handling increased traffic and anticipated changes in procedures and technology.


To illustrate the kind of complexity we might encounter in free flight, consider the following purely hypothetical traffic situation (Figure 2). Let the green path depict O, the pilot’s own ship (ownship), a Boeing 737-400, along with two intruder ships I1, I2 (white paths). Assume all aircraft are in straight-and-level flight at FL320 (32,000 ft), all cruising at 290 kt IAS (.78 mach). This is a moderately difficult situation requiring maneuver by the ownship.
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Figure 2. Hypothetical free flight situation requiring maneuver.

So, why is this situation difficult? Visualize the task at the level of information representation. Right now, Figure 2 depicts a map. Maps are veridical. Veridical means “coinciding with reality.” Maps coincide with spatial reality. Veridicality implies representation of extension in physical space—width, depth, and height. 


However, the fact is that humans have not evolved to interact effortlessly with maps. The perceptual tasks we do quickly and easily are recognizing faces, walking through the world, manipulating 3D objects, and so forth (Gibson, 1979). Even though each of those ecological tasks is actually quite complex, they arguably appear natural to us because countless generations of our ancestors were differentially selected for just such real-world abilities. 

The same is not true of solving aircraft maneuver problems on flat-screen map displays. That particular task had no analogue common to the world of our ancestors. Consequently, there was no particular need for a nervous system capable of excelling at it. And, this is almost certainly the phylogenetic “reason” why air traffic control on map displays seems difficult to us.

Given the phylogeny, the point is that if the veridical task of aircraft maneuver could somehow be transformed into the kind of task people do easily, then solving even difficult traffic problems should become easier. The next step then becomes how to do such a transformation.


For data visualization in chemistry and physics, nonveridical display is commonly used. Perhaps this is applicable to the problem at hand.

Consider the example of a chemical process that is dependent on three factors—temperature, pressure, and catalyst concentration. These factors can be represented by numbers, but are not veridical because they are not width, depth, or height. We can use a 3D coordinate system to represent a state space (Figure 3). This state space will have one axis representing temperature, a second representing pressure, and a third representing catalyst concentration. Inside this space, we now represent many triple combinations of temperature, pressure, and catalyst, stacked like tiny glass blocks inside a box.
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Figure 3. A state space dimensionalized by temperature, pressure, and catalyst concentration. Color depicts reaction speed.


In Figure 3, red = “fast,” yellow = “moderately fast, green = “moderately slow,” white = “slow,” transparent = “no reaction.” And, since a “dimension” can represent any quantity that varies, if we color-code each small block to represent reaction speed at that particular combination of variables, this increases the overall space dimensionality to 4D.

The potential benefit to creating such a 4D state space is that it takes a complex set of abstract physical interactions and transforms it into a much simpler, more concrete “world” that looks a lot more like what we see every day. This new world arguably appeals far more to our perceptual and cognitive strengths than, say, looking at a 3D table of numbers. Such a table would contain essentially the same information, but might look like an impossibly cluttered, meaningless jumble.

A “maneuver space” that represents maneuver information


We can see how state spaces simplify information display. Now, consider briefly what aircraft “maneuver” is. We can turn left or right. We can go faster or slower. We can climb or descend. At any given instant in time, the exact values of these three quantities constitute the three basic “dimensions” of an aircraft’s maneuver “state.” 


Multidimensional state spaces are not typically applied to aircraft separation. But, given how we just defined maneuver, we can certainly construct a state space based on our aircraft autopilot’s heading, speed, and altitude.
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Figure 4. Our autopilot, showing its three “dimensions” of heading, indicated airspeed, and altitude. Each triplet can comprise one “maneuver” inside a state space.


Figure 5 shows a slightly tilted view of this new type of space, with a horizontal axis showing ownship heading, an in-out axis for indicated airspeed, and a vertical axis for altitude. Inside this space, we can now represent many triple combinations of maneuver, stacked like tiny glass blocks inside a box. 


This entire state space can be called a maneuver space (MS) because it is “a space constructed of maneuvers” (Knecht & Smith, 2000). Since only one dimension is truly veridical (altitude), the entire space is classified as nonveridical.


To understand MS at the highest conceptual level, picture it as a “maneuver-hypothesis tester.” It represents a series of hypothetical maneuvers, each tested for safety. Specifically, for each possible maneuver, “If I were flying straight and level at that heading H, speed S, and altitude A—would I be in conflict with any obstacle in the near future? If so, how much time would I have to maneuver away safely?” 


In practice, the actual conflict prediction is done by a hardware/software conflict probe (Kuchar & Yang, 2000). The probe calculates “safe separation” by normal enroute separation standards (5 nm lateral/1000’ vertical separation). Although the probe can only reliably look a short time into the future (6-10 minutes), experience shows that this is adequate time to maneuver safely in virtually all realistic traffic situations (Knecht & Hancock, 1999).
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Figure 5. A slightly downward-looking view of how Figure 2’s veridical space transforms into nonveridical maneuver space (MS).


Figure 5 embodies eight essential operational definitions:
1) Each cube inside MS = one maneuver (one discrete setting of the autopilot).

2) When we move inside MS

a) moving
left
plans a
left turn
(decrease in heading)

b) 
“
right
“
right turn
c) 
“
deeper in
“
throttle-in
(acceleration)

d) 
“
out
“
throttle-back
e) 
“
up
“
climb
f)  
“
down
“
descent
3) Colored maneuvers are unsafe (are predicted to ( separation failure).

4) Color = available maneuver time (time left until that maneuver ( separation failure).
a) black
represents
no immediate conflict
b) dark green
“
6 minutes to separation failure

c) yellow
“
3
“
“
“
“

d) magenta
“
0
“
“
“
“

5) Our current autopilot settings = the exact 3D center of MS (here, Figure 5’s 3D planning cursor marks MS center at 0º, 290 kt, 32000 ft).

6) No avoidance is needed unless MS center is colored (because MS center = current course). In our example, Figure 5 appears to be a close call requiring attention.

7) Maneuvers in conflict with more than one obstacle are colored for the conflict closest in time.

8) Maneuvers are translucent to allow us see through the entire MS.


In Figure 5, the entire greenish, translucent, glasslike structure is called a conflict region (CR). The CR represents all numerically contiguous unsafe maneuvers.


To restate the key concept, MS is a maneuver-hypothesis tester.
Potential human factors advantages of a MS-based CAS 


Human behavior involves three fundamental components: perception, cognition, and action.


The essential perceptual advantage of MS may be that both unsafe and safe maneuvers “pop out,” visually. “Black = safe.” “Colored = unsafe.” Such binary percepts can routinely be visually detected quite rapidly. For example, a familiar human face can be recognized as “familiar” (as opposed to not familiar) given stimulus presentation times of less than 50 ms (Carbon, 2003).


The essential cognitive advantage of MS may be that it transforms a difficult problem into an easy one. Just as binary percepts are easy to detect, so are many binary decisions easy to make (Smith & Ratcliff, 2004). Figure 2 looks difficult to solve. But, in Figure 5, we can quickly see that a 1000-ft climb, or a 2º right turn, or a 5-kt speed increase would all put us back into black “safe” MS. A 1000-ft descent would be equally as safe (this is easy to see if we rotate the space and observe it from underneath). And—assuming that the MS portrays “pop-out” solutions for all potential conflicts—this suggests that manually initiated solutions to even difficult traffic situations might rival the safety and efficiency of auto-CAS. Finally, if auto-CAS were in use, then MS should be capable of representing a system-planned maneuver on-hold, pending human approval.


An essential action advantage of MS is that it may solve the “triple-maneuver problem” of information representation, which currently plagues every maneuver-planning display so far conceived. Even maneuvers involving simultaneous heading+speed+altitude changes may be efficiently displayed and easily resolved in MS by simply moving a 3D planning cursor until it gets to a black “safe” region. Hitting an “Execute” button could then instantly reset the aircraft autopilot without need to dial in separate numbers. Since this preplanning can be done from the top level of the interface, there would be no informational graph structure to navigate, such as is typical of multifunction navigation displays. 
Developing a MS-based CAS 


For the current study, a collision avoidance system was developed to represent and use maneuver space. Figure 5 shows an annotated screenshot from the first such device.


In practice, this CAS requires position and velocity information for all aircraft of interest, a rotatable 3D display, a conflict probe to discriminate safe from unsafe maneuvers, a graphic method of drawing colored, translucent CRs, and a 3D cursor able to move within the MS, in order to plan and select a desired maneuver for execution. 

Since available maneuver time adds a fourth dimension to the display, the entire CAS is technically 4D, hence its name 4CAS.


For initial proof of concept, a quasi-ballistic, deterministic, inertia-free conflict probe was used. Quasi-ballistic probes assume straight-line aircraft trajectories without knowledge of aircraft flight plan or pilot intent (climb and descent are accommodated, but leveling off and turns are not). Deterministic probes assume precise knowledge of aircraft position and velocity (as opposed to probabilistic probes, which assume a degree of error). Inertia-free probes assume instantaneous physical response of aircraft to control forces.

These simplifying assumptions may seem antithetical to proof-of-concept. However, many prototype CASs begin the development cycle with simple conflict probes. The computational demands are less. Moreover, modern GPS allows extremely precise flight, most of which is straight-line/slow-change in enroute airspace. Finally, initial tests of CASs typically focus on basic human factors/usability issues before moving on to complex engineering issues, since there is little sense investing time and money in any logically flawed system that operators inherently find hard to use.


Nonetheless, for the record, it is noted that full testing of an MS-based CAS will ultimately require a conflict probe capable of factoring in at least maneuver intent, type, and execution time. To many, the remaining issue of probabilism is moot, given modern cybernetic GPS guidance.
Anticipated economic benefits


This technology could afford three advantages. First, as noted, it ought to allow precise user-initiated navigation, even through “impossibly” crowded airspaces involving high traffic density, complex traffic geometry, and a wide range of aircraft speeds of the type we imagine in direct routing and/or pure, unrestricted free flight. 


Second, also as noted, it should be able to display auto-CAS maneuvers, allowing controller or pilot verification before a maneuver is initiated. This should facilitate user acceptance and allay any misplaced political fears over job losses due to automation. The human can be kept firmly in the loop, in tight supervision over the automation.


Third, the basic principle of MS is extensible to “cost space,” in which maneuvers are not only displayed in terms of safety, but also, literally, in terms of cost in time and/or money. While this is something to be explored later, it certainly is worth mentioning from the onset because the underlying concept is extensible to domains beyond aviation, making it appealing to the broader human factors community.
Proof-of-concept


All this is an interesting vision. But, the idea of a 4D nonveridical navaid is new to aviation. Basic usability issues have to be settled before further development is warranted. No new system can get by with just talking the talk; it also has to show it can walk the walk.


Version 1.0 of 4CAS was finished in the summer of 2004. As an “expert operator,” the author could regularly solve difficult traffic situations and initiate successful, efficient avoidance maneuvers in 5-10 seconds. However, whether all users would find it that easy to use remained to be seen.


During the ensuing two years, 4CAS was set up as an experimental part-task simulator with data collection capability. Various revisions to the software were made. Version 1.1 was pretested with 18 general aviation (GA) pilots from Lund University, Sweden. Based on those results, further revisions were coded into V1.2. What follows is the first formal, published test of V1.2.

Experiment 1

Method


Participants. Eight male U.S. general aviation pilot volunteers participated with informed consent in Experiment 1 during the summer of 2006. Median age was 23 (range 22-34, mean 24.8, SD 3.9). Median civilian flight hours was 870 (range 250-1600, mean 891, SD 439). All participants held at least a private pilot’s license, six held instrument ratings, six were double-certified as both Certified Flight Instructor (CFI) and Certified Flight Instructor-Instrument (CFII). Seven held Commercial ratings.


Apparatus. A part-task flight simulator was assembled, based on a Compaq Presario V2000 laptop computer with a 1.8 GHz AMD processor running Windows XP HE to a dual-head ATI Radeon Xpress 200M video card. The 4-Dimensional Collision Avoidance System (4CAS) and its companion cockpit display of traffic information (CDTI) were displayed on the laptop’s native color monitor, while Microsoft Flight Simulator 2004 (FS2004) was displayed on an outboard Princeton LCD15 color flat-panel monitor. Both displays were run in 1024x768, 32-color mode, yielding on-screen widths x heights of 5 x 3.75 in (12.7 x 9.5 cm) for 4CAS, 4.8 x 5.3 in (12.2 x 13.5 cm) for the CDTI, and 12 x 9 in (30.5 x 22.9 cm) for FS2004.


FS2004 was set up to fly its Boeing 737-400 model, while its native Artificial Intelligence (AI) Traffic mode was used to create simulated enroute air traffic. A shareware program, Traffic Tools V2.02, allowed partial control of this traffic by manipulating the departure and destination airports of the traffic as well as their takeoff times. This allowed rough setup of traffic position, speed, and heading. An interprocess communication program, FSUIPC V3.48, allowed 4CAS and FS2004 to talk back and forth. FS2004 allowed FSUIPC to read all ownship and AI Traffic variables critical to this experiment, namely latitude, longitude, heading, ground speed, and vertical speed.


Figure 6 shows a screenshot of 4CAS and the CDTI, 30 seconds into traffic scenario L045 (an approach from the left @ 45().
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Figure 6. (Right) CDTI a view of scenario L045 from Experiment 1. (Left) 4CAS MS and CRs resulting from that traffic. The CRs show that there is no conflict right now. However, increased speed + a 1000’ climb could produce a conflict in about 3 minutes. Turning left would produce a conflict in about 4.5 minutes, as would a 4000’ descent in about 4 minutes.


The CDTI showed the veridical, top-down, moving-map view of physical space. The ownship icon occupied display center, surrounded by a circular “J-ring” 5 nm in radius (9.3 km), representing the ownship’s cylindrical protected zone, the safety buffer of inviolable airspace to be maintained at all times. Traffic was drawn as chevrons aimed in the direction of travel. An abbreviated text data tag showing aircraft call sign and traffic flight level (FL) was positioned close by. A “Hide callsigns” button allowed removal of the callsign, leaving only the FL. Zoom buttons allowed selectable range views of 5, 10, 20, 40, 50, 100, and 200 sm (8, 16.1, 32.2, 64.4, 80.5, 161, 322 km). A green, 10-sm heading vector was drawn out from the ownship icon in the direction of travel, as was a blue path vector 10 minutes-equivalent in length (based on ownship ground speed). The blue path vector remained static relative to the absolute position of the virtual earth beneath, and ended with a red dot signaling the end of each experimental trial.


Normally, the CDTI updated and wrote data to file every 2 sec (2000 ( 5 ms). Any incursion of traffic within the ownship protected zone was treated as a pilot deviation (PD). A PD triggered a special burst timer, used to accurately capture point-of-closest-approach (PCA). This will be described in detail later.


4CAS normally stayed in plan mode. In plan mode, the MS could be rotated around either its vertical or horizontal axis, either by left-clicking and dragging with the optical mouse, or by the use of a control star (shown in Figure 6). In the center of the control star was a centering button labeled “C.” Clicking on “C” instantly redrew the MS and CRs, centering them to the standard frontal view.


The 3D cursor could be moved within the MS by the use of direction-control arrows, two for each axis. Within MS, left-right 3D cursor movement represented a planned heading change, up-down represented altitude change, and in-out represented speed change (“throttle-in, throttle out”). If, during maneuver planning, the user wanted to cancel a planned maneuver, a “Reset” button quickly brought the 3D cursor back to MS center. 


To resolve a conflict, no matter how intense or complex, the user had only to position the 3D cursor in a black region of MS and then hit the “Execute” button. This instructed FS2004 to immediately reset its autopilot and begin the maneuver.


While a maneuver was underway, the 3D cursor gradually “crept” back toward MS center This was meant to emulate the idea of maneuver-in-progress. When the 3D cursor finally reached MS center, the CRs were redrawn to reflect a new MS centered on the new autopilot settings. The human factors implications of this method are discussed later. As mentioned, the 4CAS conflict probe was deterministic, quasi-ballistic, and inertia-free. The probe update rate was 2 sec.


Task. All scenarios began in mid-flight, at a nominal altitude of 28000 ft (FL 280) and indicated airspeed (IAS) of 280 kt. These emulated enroute free flight, in that aircraft were not restricted to normal odd-or-even flight levels by thousands (i.e., no East-West Rule). 


The overall task was simply to stay on course—path+initial altitude+initial speed—deviating for traffic as necessary, then returning to course when clear of traffic. Upon reaching the “destination” after about 10 minutes, each scenario was ended manually.


Experimental Design. Experiment 1 was a repeated-measures design. Scenario presentation order was counterbalanced according to a standard 4x4 Latin square. Half the eight participants started in the CDTI-only condition, running the four scenarios in one of the four approach-angle sequences, followed by a short break, followed by the CDTI+4CAS condition, using the same scenarios and presentation order. The remaining participants ran similarly, but with the CDTI+4CAS first. 


Participants were not told they would be repeating scenarios. Each 10-minute scenario effectively took about 14 minutes to run, including loading the input flight file, specifying the output data file, and letting each flight stabilize for 30 seconds before letting the pilot take over. This overall technique was found in previous research by Knecht and Hancock (1999) to minimize both scenario-specific learning and asymmetrical transfer (Poulton, 1982). Interposition of three other trials between the first and second exposure of duplicate scenarios—plus scenario setup time, plus the mid-experiment break—were all designed to let retroactive interference and time degrade memory of the first exposure.


Flight Scenarios. Four 10-minute scenarios were constructed. The number of traffic aircraft in each scenario varied dynamically, but typically maintained a light-to-moderate density of about 4-10 aircraft per 200x200 sm2 maximum allowable zoom area on the CDTI. Figure 6 illustrates exactly what pilots saw 30 seconds into scenario L045 (an approach from the left @ 45º).


Each scenario represented crossing a bi-directional, vertical (north- or southbound) stream of traffic from one of four approach angles, 45, 135, 225, or 315 degrees (aeronautical coordinates, north=0, increasing clockwise). Xu and Rantanen (in press) suggest that these represent approach angles with relatively high conflict potential, although research on this is mixed (Nunes & Scholl, 2004).


FS2004 AI Traffic was programmed to fly straight and level. This is the simplest of all possibilities, a reasonable place to begin a series of experiments. 


One scenario contained no prearranged traffic conflict (scenario L045). This was designed to test the pilots’ false-alarm rate (avoidance maneuver in the absence of conflict). The remaining three scenarios contained one conflict each.


4CAS showed the maneuver space and conflict regions corresponding to the current traffic situation. Each CR cube showed heading-speed-altitude triplets predicted to intersect with traffic within the next 6 minutes. All CRs were translucent, allowing the user to see the 3D planning cursor even when obscured by other CRs. Each CR’s color corresponded to the predicted available maneuver time (AMT) of traffic with the edge of the ownship’s protected zone. CR colors were based on a lookup table of three anchor colors. Magenta anchored AMT=0 minutes, yellow anchored AMT=3, and green anchored AMT=6 minutes. Intermediate colors were linearly interpolated from the two nearest-anchor 0-255 integer RGB values. An AMT color reference bar was displayed on 4CAS, just under the MS.


In Figure 6, an upper-left set of CRs can be seen. This is actually two subsets, the higher, yellow subset corresponding to northbound traffic approaching the path from the right at FL300, and the lower, green subset corresponding to traffic, also northbound, approaching the path from the right at FL281, currently climbing at > 100 fpm but soon to level off at FL280. A lower-left, green set of CRs depicts northern traffic headed southbound at FL240. This cannot be seen on the CDTI at the zoom setting shown.


Dependent Measures. The first eight measures below, plus the latitudes and longitudes of the ownship and traffic, were recorded in real time for each pilot during each scenario, either every 2 sec, or immediately after an event occurred, whichever was appropriate. The final four measures came from Likert scales on a debrief form administered to each pilot after the experiment (see Appendix A).

· Maneuvers made:
Total number of maneuvers made during each scenario.

· Maneuver types made:
Number of maneuver types used per scenario (max = 3, the types being heading, speed, and/or altitude)

· Path length:
Total distance traveled (sm) during each scenario.

· 3D max. deviation fr path:
3D normalized maximum deviation-from-flight-path during each scenario.

· Rmin:
Minimum 3D normalized range (Eq. 1) to closest traffic during each scenario. 

· Maneuver onset time:
Elapsed time from start of scenario to first maneuver (seconds).

· PD duration:
Duration of each pilot deviation (seconds).

· PDs:
Experiment-wide number of pilot deviations.

· Task ease:
Debrief question: During this experiment, how easy was it for you to avoid traffic? 

· Time sufficiency:
Debrief: Was there sufficient time to avoid traffic?

· Enjoyability:
Debrief: How enjoyable was it to use the system?

· Training requirements:
Debrief: How many hours of training would you prefer before handling real traffic such as that experienced during the experiment?


During the tally of Maneuvers made, the definition of a single “maneuver” had to be operationalized to include sets of same-category maneuvers (H, S, or A), whenever two similar operations were executed within 8 seconds of one another on the FS2004 autopilot. This proved necessary because direct maneuver on the FS2004 autopilot often spanned more than the 2-sec data-write rate. In such cases, the pilot was obviously trying to execute a single maneuver; it was simply taking some time to click repeatedly on the autopilot. And, since maneuver was done directly on FS2004 mainly in the CDTI-only condition, if each recorded maneuver had been counted separately, this would have led to an artificial bias in favor of 4CAS showing fewer Maneuvers made. Therefore, the criterion of 8 sec was chosen to minimize such bias.


Path length was merely the sum of raw linear distances traveled from one data sample to the next. During deviation from path, the actual path deviated from the nominal path, increasing the total path length. However, note that altitude solutions tend to add less to total path length than heading solutions do. Therefore, Path length is somewhat biased in favor of altitude solutions.


3D Maximum deviation from path was defined as the length of a 3D vector drawn orthogonally from the actual path to the nominal path at the point of farthest deviation-from-path in normalized physical space. Normalization was defined in the standard mathematical sense, calculated by dividing lateral distances by 5 and vertical distances by 1000 ft to transform them into “standard units” in normalized 3D physical, “ATC space.”

Rmin was based on logic similar to that just described. It was the minimum distance (point-of-closest-approach, PCA), in normalized physical space, from the ownship to the closest intruder during a single scenario
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where xy was lateral separation (nm) and z was horizontal separation (ft). Rmin was first described in Knecht and Hancock (1999). As we shall see later, Rmin may be slightly more complex than first envisioned, yet also somewhat more useful.


Maneuver onset time is a particularly important measure in conflict resolution, for two reasons. First of all, aircraft have substantial mass and limited power, yielding minimum times required to change speed or altitude. Second, heading solutions are easily achieved when far from an approaching obstacle, but become increasingly difficult during approach because the clearance angle required is  = tan-1(y/x), x being the distance to the obstacle (a variable) and y the obstacle’s half-width (fixed). Obviously, as x(0,  increases rapidly. Therefore, early maneuver is critical to both safety and efficiency.


Pilot deviations (PDs) were defined by the same standard as operational error in air traffic control, namely, violation of the ownship protected zone—approach of traffic to less than 5 nautical miles lateral (xy) distance and less than 1000 feet vertical (z) distance of the ownship while in enroute airspace. (FAA, 2006).


Burst timer. To facilitate accurate recording of aircraft separation during PDs, a burst timer was developed. This activated only when separation concurrently fell to less than 5 nm/1000 ft. During that time, as long as separation was decreasing, the burst timer sampled separation every 40 ms, but recorded to file only once every 2 sec. As soon as separation began increasing, the lowest value of separation captured thus far was immediately recorded to file. This allowed relatively sparse data collection under normal circumstances, keeping data files small, while still maintaining the ability to track minimum lateral aircraft separation to within an accuracy of ±30 ft, even during a worst-case situation of traffic approaching head-on.


Training. Training was purposely kept brief, in order to explore inherent ease-of-use. It was important to explore how well minimally trained users could perform because, in actual free flight cockpit operations, users might only occasionally encounter conflicts, and might well be out of practice. 


Pilots were first given a one-page instruction sheet describing their general task (i.e., to navigate safely through a bi-directional stream of traffic, generally staying on a blue path line at FL 280, deviating for traffic as necessary, then returning to course as soon as possible). They were then shown a one-page description of the CDTI and its operation. Those in the 4CAS+CDTI condition were then shown an additional one-page description of 4CAS and its operation. 


Pilots were next allowed to practice on two training scenarios, being “walked through” the process of using the CDTI (and 4CAS, depending on to which half they were randomly assigned). They were offered the opportunity to practice as much as they wanted before starting data collection. Most elected to start after about 25-30 minutes of practice.


After completion of four data-collection scenarios, pilots were given a short break, after which they retrained for the second half of the experiment. Those who began with only the CDTI were given the instruction sheet for 4CAS. Everyone, no matter what their treatment order, was given the two practice scenarios again, before beginning data collection, and allowed to re-run those practice scenarios until ready to start data collection. Again, the typical re-training lasted about 25-30 minutes.

Results


Table 1 summarizes the relative performance of CDTI-alone trials versus CDTI+4CAS trials for the 8 participants x 4 trial-pairs = 64 total trials. Directionality of result is reported for all measures, significant or not, since the aggregate assessment of experiment-wide directionality across dependent measures itself constitutes information of interest (e.g., similar logic underlies the nonparametric binomial test)


Paired t-tests were used for continuous data, where a z-test of skew and kurtosis showed that to be appropriate (e.g., zskew = skew/SEskew). Standard errors came from Fisher (1925/1970). Otherwise, the nonparametric Wilcoxon test for paired-score ranks was typically used. For Pilot Deviations, a score of 1 was assigned to scenarios containing a PD, 0 otherwise. Scores were analyzed with the nonparametric McNemar test, since low expected cell values violated the assumptions of 2.


Angle-of-approach could not cleanly be tested for effect. Scenario L045 was confounded with also being the only non-conflictual scenario. Plus, angle was not independent of amount or positioning of traffic, since Traffic Tools did not allow sufficient precision. However, since scenario presentation order was counterbalanced, and all pilots experienced all scenarios, this was not expected to exert a significant experiment-wide effect.


Temporal effects. When maneuver onset time was regressed onto scenario presentation order, there were no apparent experimental effects merely due to the passage of time (e.g. practice, learning, or fatigue effects). This held true for CDTI-only trials (r2 = .001, ns), 4CAS-only trials (r2 = .091, ns), and all trials combined (r2 = .008, ns). Similar results were found for the other dependent measures.


Efficiency versus Safety versus Workload. Table 1 divides results into three categories of efficiency, safety, and workload. In theory, the safest aircraft are maximally separated, while the most efficient stick to their course. However, safety and efficiency are theoretically antithetical when traffic forces deviations from course. The best we can do is make necessary deviations as small as possible, given the safety standard (5 nm / 1000 ft).


High workload is theoretically antithetical to both safety and efficiency. When operators are stressed, we expect mistakes to be made.
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Table 1.  Experiment 1: Relative performance of CDTI-alone v. CDTI + 4CAS.

Efficiency Measures

Safety Measures

Workload Measures



Efficiency 

· Average path length
Significantly shorter with 4CAS present. 

· Max. deviation from course
Not significant (ns), but directionality favors 4CAS.

· Rmin
ns, but directionality favors 4CAS.


When Rmin is used as an efficiency measure, only error-free scenarios are averaged (no PDs). In that case, “directionality” means “exceeding the safety standard, but by a smaller margin” (smaller Rmin), because additional, unnecessary separation would decrease fuel- and time-efficiency. 


Safety

· Rmin
ns, but directionality favors 4CAS.

· Maneuver onset time
Significantly shorter with 4CAS present. 

· Pilot deviations, duration
Significantly shorter, when PDs did occur.

· Pilot deviations, count
ns, but directionality favors 4CAS.


When Rmin is used as a safety measure, only error scenarios are averaged (those with PDs). In that case, “directionality” means “having extra separation,” (larger Rmin) because traffic is already violating airspace and needs more separation.


Workload
· N. maneuvers made/scenario
ns, but directionality favors 4CAS.

· N. maneuver types made/scen.
Significantly fewer with 4CAS present. 

· Ease of avoiding traffic
ns, but directionality favors 4CAS.

· Time sufficiency
ns, but directionality favors 4CAS.

· Enjoyability of use
Significantly more enjoyable with 4CAS than without it.

· Amount of training required
ns, but slightly more training estimated to achieve proficiency with 4CAS+ CDTI.


It makes some sense that pilots would want more training with the 4CAS+ CDTI because there are two systems to learn rather than one.

Three debrief questions sampled the pilots’ overall reaction to the CDTI and 4CAS (Appendix A). Based on a scale of 1 (“extremely unreasonable”) to 6 (“extremely reasonable”), Q9 asked “are CDTIs a reasonable concept to continue researching (mean 5.1, SD, .64), while Q10 asked the same about 4CAS (mean 5.6, SD .52). The high means, low variability, and non-significant difference (p = .157, Wilcoxon 2-tailed) indicated that pilots valued both types of display highly and similarly. Finally, Q11 asked “If either system is not a good idea, which one, and why?” This drew just one response, stating “4CAS may draw attention away from the instrument scan”—a forthright answer, worthy of future study.
Discussion


Veridical displays represent realistic scenes. State spaces are nonveridical displays used to visualize large amounts of data that would otherwise look unwieldy and confusing. Maneuver space (MS) is defined to mean a 4D nonveridical state space based on three coordinate axes of aircraft heading, speed, and altitude, plus a fourth dimension of available maneuver time. Maneuver space represents all conflictual and non-conflictual maneuvers achievable by one aircraft within a fixed lookahead time.


This work constitutes the first major successful formal test of a nonveridical, MS-based, 4D collision avoidance system called 4CAS.


Eight licensed general aviation pilots each flew a total of eight simulated free flight scenarios, crossing a bi-directional traffic stream from various angles, using either a standard cockpit display of traffic information alone or the same CDTI plus 4CAS. 


Results suggested superiority of the CDTI+4CAS condition for one dependent measure of efficiency, two measures of safety, and two measures of workload. No practice or fatigue effects were seen. With 4CAS, flightpath lengths were shorter and maneuvers were less complex and executed sooner, all with the same level of safety (if not better) than the CDTI alone. 

All remaining dependent measures but one showed either trend or at least directionality in favor of 4CAS. A two-tailed binomial test of experiment-wide directionality (with 13/1 observed ratio versus 7/7 expected) yielded p = .0018. Such analysis is unconventional, however, and should be interpreted cautiously.

These results are modestly encouraging. They demonstrate that the idea of MS-based separation maintenance is operationalizable and intellectually indismissible.


However, the known limitations of this study do need to be made entirely plain. First, this was a “straw man” experiment. Just as a straw man is easy to knock over, an unadorned CDTI with no conflict alert or resolution capability is no match for a device having both. Consequently, this should be considered no more than the first in a series of increasingly challenging experiments to determine proof-of-concept. Second, naive operators were tested. While this is an essential part of testing, it says little about the asymptotic performance of highly trained users. Third, since the inventor also did the testing, there is always the possibility that pilots consciously or unconsciously set out to please the experimenter. Fourth, the system did not perform flawlessly. Improvements will be required. Finally, as is always true when testing a new paradigm, there are going to be unknown issues that arise unexpectedly. All we can do is to explore those in future experiments and report them as objectively as possible.

Lessons learned from Experiment 1


Experiment 1 revealed a number of ways to improve both testing and 4CAS itself, namely:

1. FS2004 AI traffic lacks the precision and controllability necessary to serve as a stand-alone traffic creation system for flight simulator experiments. 

2. The Experiment 1 scenarios were not sufficiently challenging to elicit large differences in pilot deviations (PDs) between 4CAS and the CDTI.

3. The same scenarios contained a potentially trivial universal solution, namely to simply “dive beneath the traffic stream.”

4. The current version of 4CAS seemed to induce unnecessary maneuvers (false alarms) in near-conflict situations.

5. To maximize the accuracy of path length measures, program termination needs to be automated.

6. There may exist a fraction of pilots who misunderstand even the simple task presented here.

7. There may exist a fraction of pilots who fail to understand what 4CAS is, and how it works.


Lesson 1 revealed the inability of FS2004 AI Traffic to generate primary conflicts in precision experiments. First, it was possible to generate “traffic streams,” but not to control the exact behavior of any aircraft but the ownship. Second, traffic flew straight quite well but its vertical speed was uncontrollable and often unrealistically high (6000 fpm, in some instances). This led to disconcerting altitude “porpoising” (oscillating overshoot/undershoot) and occasional conflict probe false alarms. This situation calls for a better method of traffic generation.


Lessons 2 and 3 involved traffic situations being too easy. Insufficient traffic density and overly simple traffic geometry were two reasons; another was the existence of a trivial maneuver solution—to simply descend until clear of all traffic. While only one pilot did this, it underscored the need for additional blocking aircraft. 


Lesson 4 involved a high 4CAS false alarm rate (6/8 = 75%). For one thing, because the 3D cursor was opaque, it was often difficult to tell if conflict regions (CRs) actually overlapped MS center. Since this overlap was precisely the signal that maneuver was necessary, this constituted a flaw calling for redesign. For another, the “creeping-cursor method” of representing real-time aircraft response turned out to have the somewhat paradoxical effect of looking like 4CAS was getting one into trouble, not out of it. This also called for redesign.


Lesson 5 involved manual shutdown of the program introducing a small error into the calculation of path length measures. This could be fixed by auto-shutoff at PCA-to-destination.


Lesson 6 involved a single pilot who misinterpreted the task, believing he was supposed to doggedly stick like glue to the blue path vector and altitude, and only deviate violently at the last possible minute. This left no choice but to test a substitute pilot and plan a rewrite of the experimental instructions to prevent such a misunderstanding from happening again.


Lesson 7 came from noting reversals of directionality in the recorded data (i.e. where performance on CDTI-only trials was better). These were infrequent, but naturally led one to question whether all participants truly understood 4CAS. This issue may merely turn on the quality of training. On the other hand, it may turn out that some fraction of the general population inherently has trouble with certain varieties of conceptual thought. This is a vital issue that needs to be explored in future experiments.

One additional concern that has since been expressed about 4CAS involves the specific color scheme used to represent available maneuver time. For instance, if green is commonly used in other settings to represent no-conflict situations, why is it used here to represent conflict 6 minutes distant? The broad answer is threefold. First, “safe” MS is colorless for a reason. Black is the true “color” of empty space, plus non-zero R,G,B CR colors contrast well against black in a dim cockpit or room. Second, if “safe” MS were colored (e.g., green), then even a graphical rendering method involving thin mist or fog would needlessly obscure “distant” CRs. Finally, the “best” color scheme for AMT is a human factors issue to be determined by a combination of existing convention and empirical study. Current color standards are far from universal, and a body of evidence pertaining to multidimensional nonveridical aviation displays does not yet exist. Modesty reminds us that no invention is Athena springing fully formed from the forehead of Zeus. Prototypes evolve, as will this one.
Conclusions

Maneuver space data visualization is historically significant because this is the first time we are able to completely represent certain types of critical aircraft maneuver information simultaneously in a single display. A single MS-based display potentially contains everything we need to know to understand and resolve the large majority of air traffic conflicts, regardless of how complex their cause, or whatever that cause may be, be it traffic, terrain, special-use airspace, or weather. Any combination of simultaneous maneuvers can be depicted, up to and including heading+speed+altitude. 


The only maneuver category MS cannot represent in a single display is segmented maneuver—multiple maneuvers executed serially. However, those pose a problem for all displays trying to display maneuver-combination solutions.


Maneuver space may prove particularly good at depicting maneuvers that efficiently satisfy safety requirements with minimum deviation-from-course. The MS itself is also amenable to transformation directly into cost space, and could graphically depict optimal maneuvers calculated by automatic collision avoidance systems. This would enable an air traffic controller or pilot to visually cross-check and approve maneuvers before initiation, maintaining ultimate human control while still enjoying the safety and economic benefits of auto-CAS.


In the end, the issue comes down to balancing simultaneous constraints of usability, safety, efficiency, system costs, and controller-pilot-passenger acceptance. Both veridical and nonveridical collision avoidance systems certainly have strengths. Hopefully, these are complementary. Maneuver space-based displays of air traffic information will never replace veridical displays—merely complement them.

Future experiments will attempt to remedy design and methodological deficiencies revealed here in Experiment 1. Experiment 2 is actually complete at the time of this writing, and addresses many of these issues.
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APPENDIX A
1. How hard was it to avoid traffic conflicts using the CDTI alone?


2. How hard was it to avoid traffic conflicts using the CDTI + 4CAS?


3. Using the CDTI alone, did you feel you had enough time to choose a good maneuver and execute it?


4. Using the CDTI + 4CAS, did you feel you had enough time to choose a good maneuver and execute it?


5. Given the CDTI alone, how many hours of cockpit training would you want before handling real traffic like you saw?

6. Given the CDTI + 4CAS, how many hours of cockpit training would you want before handling real traffic like you saw?

7. How much fun was it to fly using the CDTI alone?


8. How much fun was it to fly using the CDTI + 4CAS?


9. In your opinion, are CDTIs a reasonable concept to continue researching? 

10. In your opinion, is 4CAS a reasonable concept to continue researching? 

11. If either system is not a good idea, which one, and why?


12. What ratings do you hold?

13. Age ___

14. Sex M F

15. How many total civilian flight hours do you have right now? (best guess) __________

16. How many total military flight hours do you have right now? (best guess) __________

17. What aircraft types have you flown? (the most frequently flown)

18. Describe how much other related experience you have, including computer games / flight simulators. 

19. If you would like to participate in future experiments, please write your contact information on the back.

20. If you have any suggestions to improve this experiment, please write them on the back, also.
	Never	Rarely	Sometimes	Often	Always—barely	Always—easily


	1	2	3	4	5	6








Extremely hard	Quite hard	Somewhat hard	Somewhat easy	Quite easy	Extremely easy


	1	2	3	4	5	6





Extremely hard	Quite hard	Somewhat hard	Somewhat easy	Quite easy	Extremely easy


	1	2	3	4	5	6





PARTICIPANT


NUMBER ____





	Never	Rarely	Sometimes	Often	Always—barely	Always—easily


	1	2	3	4	5	6








	1-2	2-4	4-8	8-16	16-32	32-64	more than 64





	1-2	2-4	4-8	8-16	16-32	32-64	more than 64





	Never fun	Rarely fun	Occasionally	Frequently	Almost always	Always fun


	1	2	3	4	5	6





	Never fun	Rarely fun	Occasionally	Frequently	Almost always	Always fun


	1	2	3	4	5	6





	Extremely	Quite	Somewhat	Somewhat	Quite	Extremely


unreasonable	unreasonable	unreasonable	reasonable	reasonable	reasonable


	1	2	3	4	5	6





	Extremely	Quite	Somewhat	Somewhat	Quite	Extremely


unreasonable	unreasonable	unreasonable	reasonable	reasonable	reasonable


	1	2	3	4	5	6





Private	Instrument	CFI I	CFII	Commercial	ATP


	1	2	3	4	5	6	6
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		Table 1.  Experiment 1: Relative performance of CDTI-alone v. CDTI + 4CAS.

				Dependent measure (1)		Units		Mean m1 (CDTI-only)		Mean m2 (CDTI + 4CAS)		p(skew normality) distr1 , distr2		p(kurtosis normality) distr1 , distr2		p (2-tail)		test		Signi-ficant?		Direction-ality favors 4CAS?

				Efficiency Measures

		1		Path length		sm		78.01		77.39		.009 , .169		.121 , .200		.006		Wilcoxon		Yes		Yes

		2		3D max. deviation from course		SU (4)		1.57		1.37		.002 , .304		<.001 , .147		.280		Wilcoxon		No		Yes

		3		Rmin (non-Pilot Deviations only)		SU		1.82		1.79		.362 , .364		.429 , .369		.693		t-test		No		Yes

		4		False alarms (counts) (2)				N=7		N=6						1.0		McNemar		No		Yes

				Safety Measures

		5		Rmin (PDs only)		SU		1.21		1.34		.276 , .075		.190 , .374		.481		t-test		No		Yes

		6		Maneuver onset time		sec		171.55		119.45		.301 , .014		.029 , .209		.045		Wilcoxon		Yes		Yes

		7		Pilot Deviations, duration		sec		27.57		11.91		.003 , .023		.006 , .497		.041		Wilcoxon		Yes		Yes

		8		Pilot Deviations (counts)				N=8		N=5						.508		McNemar		No		Yes

				Workload Measures

		9		Number of maneuvers made				6.09		4.63						.070		Wilcoxon		No		Yes

		10		N. maneuver types made (3)				1.78		1.44						.012		Wilcoxon		Yes		Yes

		11		Ease of avoiding traffic		1-6   Likert		3.9		4.9						.054		Wilcoxon		No		Yes

		12		Had sufficient time to avoid traffic				4.5		5.4						.102		Wilcoxon		No		Yes

		13		Enjoyability of use				3.6		5.3						.033		Wilcoxon		Yes		Yes

		14		Amount of training required		hr		8.4		10.9						.458		Wilcoxon		No		No

		(1)		Measures 1-3, 5-7, 9, 10 compare trials within-pilots  M 4, 8 are experiment-wide totals.  M 11-13 are experiment-wide means on a Likert scale of 1-6, with higher numbers indicating 4CAS superiority.  M 14 is estimated number of hours training needed to achieve competency.

		(2)		Non-conflict trials only (2 per pilot)

		(3)		Maximum of 3 per scenario (heading, speed, and/or altitude).

		(4)		SU = standard units (see Equation 1).






